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Abstract: Interpretability is widely recognized as essential in machine learning, yet opti-
mization models remain largely opaque, limiting their adoption in high-stakes decision-
making. While optimization provides mathematically rigorous solutions, the reasoning
behind these solutions is often difficult to extract and communicate. This lack of trans-
parency is particularly problematic in fields such as energy planning, healthcare, and
resource allocation, where decision-makers require not only optimal solutions but also a
clear understanding of trade-offs, constraints, and alternative options. To address these
challenges, we propose a framework for interpretable optimization built on three key pillars.
First, simplification and surrogate modeling reduce problem complexity while preserving
decision-relevant structures, allowing stakeholders to engage with more intuitive represen-
tations of optimization models. Second, near-optimal solution analysis identifies alternative
solutions that perform comparably to the optimal one, offering flexibility and robustness in
decision-making while uncovering hidden trade-offs. Last, rationale generation ensures
that solutions are explainable and actionable by providing insights into the relationships
among variables, constraints, and objectives. By integrating these principles, optimization
can move beyond black-box decision-making toward greater transparency, accountability,
and usability. Enhancing interpretability strengthens both efficiency and ethical respon-
sibility, enabling decision-makers to trust, validate, and implement optimization-driven
insights with confidence.

Keywords: interpretable optimization; optimization; explainability; global sensitivity analysis;
fitness landscape; near-optimal solutions; surrogate modeling; problem simplification;
presolve; sensitivity analysis; modeling all alternatives; modeling to generate alternatives;
ethics; rationale generation

1. Introduction: Interpretability in Machine Learning and Optimization
Mathematical optimization has long been a fundamental tool for decision-making

for at least half a century in industries such as energy, manufacturing, healthcare, and
finance. Optimization provides structured solutions to complex decision-making settings
by framing real-world problems as mathematical models. However, the models remain
largely opaque despite their ability to determine optimal strategies under constraints. Once
an optimization problem is solved, decision-makers receive a recommended course of
action but often lack clear justification for why that solution was chosen, what trade-offs
were made, or what alternatives exist.

However, it has been recognized that a lack of transparency creates a significant
barrier to trust and adoption, particularly in high-stakes domains where human oversight
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is critical [1]. Crucially, this recognition is already occurring in machine learning, which is
experiencing a paradigm shift toward interpretability.

1.1. Interpretability in Machine Learning

In the context of machine learning (ML), interpretability is understood as the highest
possible degree of transparency, allowing the user to comprehend the rationale behind
the solution proposed by an algorithm, as well as to integrate this rationale with their
prior knowledge of the problem. Transparency is a key pillar of artificial intelligence (AI)
ethics. Attard-Frost et al. [2] extensively reviewed 47 ethics guidelines for AI and found that
transparency featured in their practical totality as the only way to guarantee responsibility
and avoid serious ethical issues such as bias.

As an illustration, the COMPAS (Correctional Offender Management Profiling for Al-
ternative Sanctions) is a clear example of the ethical risks posed by a lack of interpretability
in machine learning models [3]. This risk assessment tool, used in the U.S. criminal justice
system, was found to exhibit racial bias, assigning disproportionately higher recidivism
risk scores to African American defendants compared to white defendants with similar
backgrounds. The opacity of the model, which was a black box that only returned a risk
score without any justification, made it impossible for defendants, legal professionals, or
policymakers to scrutinize or challenge its decisions.

This is why transparency and interpretability are essential for the ethical deployment
of AI. Without these principles, AI systems may reinforce and exacerbate existing biases,
leading to unfair and potentially harmful outcomes. Transparency enables stakeholders to
assess whether a model’s decisions align with ethical values such as fairness. For instance,
in industrial settings, strategic decisions cannot be left to black boxes because important
decisions require discussion, agreement, and justification, which cannot be attempted
without a decision rationale. How can we be sure that the decision is not merely the result
of a flaw in the model, the training data, or a product of overfitting? Only access to decision
rationales can mitigate these risks, enabling the responsible and robust use of models.

These concerns fostered the development of explainable machine learning (XML) [4],
which includes a set of techniques that provide ex-post explanations of model decisions by
identifying the most influential variables, thereby improving transparency and trust. The
most widely used XML methods include permutation importance and SHapley Additive
exPlanations (SHAP) values, which quantify the contribution of individual variables to
predictions [5,6]. Partial Dependence Plots (PDPs) and Accumulated Local Effects (ALEs)
help visualize how specific features influence model outcomes while accounting for data de-
pendencies. Local interpretability methods like LIME (Local Interpretable Model-Agnostic
Explanations) assess feature impact by introducing small input perturbations [7], whereas
counterfactual explanations determine the minimal changes required to alter a decision,
clarifying decision boundaries.

Additionally, surrogate models, such as interpretable decision trees, approximate
complex models to provide a more accessible understanding of their behavior. Recent
developments such as NeuralSens [8] have made substantial progress towards “opening
the black box” of artificial neural networks, providing insights into their internal processes,
which were previously unavailable.

These approaches enhance explainability and enable more informed decision-making,
but they come with many caveats such as the possibility of “evil” tailoring models for a
specific post hoc explanation [9].

However, explainability is not enough for many, and greater emphasis should be
placed on full interpretability. Interpretable machine learning (IML) produces models
capable of generating decision rationales that can be integrated with domain knowledge,
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along with the proficiency of experts. Full interpretability ensures that AI systems align
their decision-making logic with the established expertise of humans and reasoning within
a given field.

For example, in medical diagnostics, an explainable deep learning model might
highlight specific areas in an X-ray to justify assigning artificial respiration to a COVID
patient. Still, a fully interpretable model would follow a transparent rule-based system that
aligns with how doctors diagnose the condition, for instance, focusing on age, fever, or
signs of respiratory distress (see an example in Izquierdo et al. [10]).

To achieve this integration with human logic, the focus should be on inherently
interpretable models [1], such as sparse (i.e., with a reduced number of elements) decision
trees, logistic regressions, or scoring systems. Crucially, interpretability does not come
at a cost for performance, with most problems being amenable to both interpretable and
accurate models [1].

1.2. Interpretability in Optimization

In contrast to IML, the paradigm of interpretability has not yet permeated mathemati-
cal optimization. The decision-making process remains a black box; once an optimization
model is defined and executed, the only output is the optimal solution, sometimes accom-
panied by sensitivity analyses or dual values. These techniques provide limited insight
into the reasoning behind a decision, making it difficult for practitioners to understand the
model’s logic and assess its reliability [11].

The reality of optimization in practice is somehow deceiving with respect to trans-
parency, as the optimization model itself is transparent; its elements, such as parameters,
variables, and equations, are humanly understandable because a human indeed designed
them. However, the link between these elements and the solution is not transparent.

For example, in planning power transmission networks, we might have an excellent
understanding of all the power system dynamics introduced in the model. Still, the result-
ing plan is entirely detached from its determining factors, i.e., which reinforcements are due
to alleviating congestion, which ones support the integration of new renewable generation,
or which ones serve to increase robustness. This is crucial information for discussing differ-
ent solution alternatives. Still, this information is not available from the straightforward
resolution of the optimization problem and, as of now, can only be elicited with effort
through specific, tailor-made analyses and a significant deal of expert knowledge.

The growing complexity of real-world optimization problems exacerbates this chal-
lenge. Modern decision-making involves large-scale datasets, uncertain parameters, and
evolving constraints, requiring models that are not only computationally robust but also
increasingly interpretable. However, this need remains largely unanswered. This means
the existing body of work is still relatively small in this context, although it is growing
rapidly. We would argue that the realization that the importance of interpretability in the
context of optimization is already happening, and this field would greatly benefit from a
coherent perspective like the one we present in this paper.

Most existing approaches are data-driven [12,13], leveraging historical data and model
outputs to provide insights into the decision-making process. Another key strategy is
using counterfactual explanations, which aim to clarify why a particular decision was
made by comparing it to alternative scenarios [14,15]. Most research in this field remains
problem-specific, tackling distinct applications rather than providing a broad methodologi-
cal strategy. Some examples include the study of optimal stopping decisions [16] or project
scheduling [17].

Recently, Goerigk and Hartisch [18] recognized the issue of missing interpretability
as a cause for the low acceptance of optimization results among decision-makers. Their
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solution was to apply the developments of IML by building surrogate models that follow
optimization solutions as closely as possible, using the easily interpretable rules of a
univariate decision tree.

In [19], our own team developed a similar application to a unit commitment prob-
lem (an optimization problem in power systems that determines the optimal schedule of
generating units over a given time horizon to meet electricity demand at minimal cost,
while satisfying operational and system constraints) by building a linear regression tree
(see Figure 1) that provided the solution not only in terms of generating power but also by
illustrating how additional demand should be distributed among the generators in the case
of a marginal increase.

Figure 1. Commitment variable explained as a function of the scenario; fragment taken from [19].

Other highly interpretable models applied include optimal policy trees [20] and op-
timal prescriptive trees [21], which map optimization instances to predefined treatment
options, offering a more intuitive representation of decision-making rules. Another recent
advancement was described by Goerigk and Hartisch [18]; their surrogate framework
was extended to incorporate ”feature-based descriptions” of both problem instances and
solutions. Their concept of feature and meta-solution will be explored in depth when we
address near-optimal solutions.

Other methodological precedents of interpretable optimization—albeit indirect—will
be discussed in detail in this article, including presolve methods in linear and mixed-integer
programming, which identify the elements of a problem that do not impact the solution but
focus on reducing computational burden rather than enhancing human understanding [22].
Another line of research that will be reviewed concerns scenario analysis and sensitivity
studies, which provide insights into how solutions change under different conditions. Still,
they do not explain why a specific decision is reached in the first place [23].

The motivation for this article is to propose a framework—drawing inspiration from
all the techniques developed for IML—that advances the work towards increasing inter-
pretability in mathematical optimization, a topic that has been overlooked until now. The
lack of interpretability of results provided by traditional mathematical optimization models
hinders their applicability in real-life problems, where the stakes are high and a clear
understanding of the constraints and trade-offs among alternative solutions is needed.

To bridge the gap that still exists when applying optimization to decision problems,
this paper introduces the concept of interpretable optimization. Interpretable optimization
is a framework that draws concepts from IML but advances its conceptualization in the
following three different dimensions or pillars, which are necessary to deepen our under-
standing of solutions: (1) problem simplification and surrogate building; (2) near-optimal
solution analysis and fitness landscape analysis; and (3) rationale generation. Instead
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of treating optimization purely as a computational tool, this approach aims to make its
outcomes more comprehensible and actionable for decision-makers.

This paper presents a literature review that encompasses the most relevant methods
and techniques related to interpretable optimization. While our review provides a broad
view of these techniques classified under our proposed conceptualization, it is, by necessity,
nonsystematic; interpretable optimization is not an established term but rather introduced
by us, as are its dimensions. This also means that there is no specific term or keyword
that the reviewed works satisfy, but rather an aim; therefore, we believe this effort, which
highlights our experience with methods and techniques, can be extremely valuable for the
reader. Hence, simply explained, there are two inclusion criteria. First, they should be
relevant to the field of classical optimization. For instance, explainable machine learning
techniques are excluded from our review for this reason. Secondly, they should have some
potential in terms of improving the interpretability of optimization results. This implies
that either they help simplify a problem, potentially leading to a simpler-to-interpret one,
or they provide results to an optimization problem that can be interpreted, or they assist in
interpreting the results that other methods provide.

This paper is organized as follows: Section 2 introduces the concept of interpretable op-
timization, outlining its necessity and potential benefits. It defines interpretability in the op-
timization context and discusses its fundamental differences from explainability. Section 3
explores problem reduction and surrogate model building, detailing techniques such as con-
straint aggregation, presolving, decomposition, and factor reduction. These methods aim to
simplify optimization problems while preserving decision-relevant structures, enhancing
computational efficiency and human interpretability. Section 4 focuses on near-optimal
solution analysis, discussing approaches like k-optimal solutions, Modeling-to-Generate-
Alternatives (MGA), and evolutionary heuristics to identify quasi-optimal alternatives that
provide decision-makers with flexibility and insight into trade-offs. Section 5 investigates
rationale generation, presenting strategies to articulate optimization outcomes in a struc-
tured and accessible manner, bridging the gap between mathematical formulations and
stakeholder understanding. Section 6 illustrates real-world applications of interpretable
optimization, specifically in energy systems planning and public budget allocation. Finally,
Section 7 presents the conclusions and future research directions.

2. What Is Interpretable Optimization?
In this section, we will introduce the three pillars of interpretable optimization and pro-

vide the background for the rest of the article. We will then reflect on these three dimensions
and discuss their current status, challenges, and opportunities.

2.1. The Potential for Transparency in Optimization

The first fact that needs to be acknowledged is that classical optimization has an
inherent level of model transparency that does not apply to other decision-making tools
(specifically ML). A classical optimization model is carefully designed to explicitly describe
the problem, typically formulated with a well-defined mathematical structure. The con-
straints, decision variables, and objective function are precisely stated, allowing for a clear
interpretation of each element. This provides optimization with phenomenal potential for
interpretability, which remains largely untapped. Existing interpretability techniques in
IML, as well as metaheuristics and evolutionary computation—such as Genetic Algorithms,
Particle Swarm Optimization, or Simulated Annealing—and ML, do not need to explicitly
express the mathematical structure of the problem. These more flexible methods require
only one thing—the possibility of evaluating the fitness of solutions. From that alone, they
can apply solution-improvement strategies that, without any information about the prior
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problem structure, can converge to an optimal solution in the best cases. We should note
that this convergence will only happen in specific instances where the fitness landscape
allows it, and there should be no expectation of an optimality guarantee. However, classical
optimization explicitly defines the objective function, variables, and constraints, which, if
exploited, can lead to intuitive decision explanations.

While classical optimization can offer the guarantee of optimality in some particularly
interesting instances, such as linear or mixed-integer programming [22], it can be impracti-
cal for high-dimensional or nonconvex problems [23], as well as, crucially, for problems
where a mathematical formulation is not easily available, which is very often the case in
many of the complex systems that require optimization. ML and metaheuristics introduce
an additional level of flexibility, only necessitating a fitness evaluation; however, they must
renounce, in general, any optimality claims.

Regardless of the solution approach, optimization models do not assess interpretability
past some initial sensitivity analyses. Once a model is solved, decision-makers receive an
optimal solution but little insight into why that solution was chosen, what trade-offs were
made, or what alternative options exist. The field of interpretable optimization seeks to
address this limitation by embedding transparency into the optimization process, ensuring
that solutions are not only mathematically sound but also comprehensible, amenable to
discussion, and actionable.

2.2. The Many Definitions of Interpretability

Interpretability refers to the ability to understand and explain how models make
decisions [24]. However, assessing this is not straightforward; we need to establish easily
observable metrics to apply to the models we build. The main target is simplicity in the
number of elements, their relationships, and their interpretation.

One key related property is linearity, which enhances interpretability by allowing a
direct understanding of coefficients and functional forms [25]. Linear models, such as linear
regression, enable straightforward interpretation because their predictions are a direct sum
of weighted features. This contrasts with highly nonlinear models, where interactions
between variables can obscure interpretability.

Another crucial factor is sparsity, which can improve interpretability by reducing
the number of active features or interactions. By focusing on the most relevant predic-
tors, sparse models help eliminate noise and provide clearer insights into the decision
process [26,27]. After all, our human capabilities are limited, and models with a high num-
ber of elements can be unmanageable to comprehend. Sparsity can be enforced through
techniques like L1 regularization or integer constraints, which limit the number of nonzero
coefficients in linear regression models [26].

Monotonicity is another essential property, referring to constraints that ensure a con-
sistent directional relationship between features and outputs. By enforcing monotonicity,
models become more interpretable, as each feature’s impact can be reasoned about indepen-
dently [28]. Monotonic constraints are particularly valuable in domains such as healthcare
and finance, where the expected effect of variables is well understood.

Separability relates to a model’s ability to clearly distinguish different classes or
outcomes. In interpretable models, separability ensures that different categories are well
defined, and that features contribute distinctly to the classification or regression task. This
is especially useful in models that aim to provide explanations alongside predictions.

Other properties, such as modularity and simulatability, further support interpretabil-
ity. Modularity refers to structuring models in a way that allows components to be analyzed
independently, making complex models more understandable [29]. Simulatability is the
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extent to which a human can follow the model’s decision process, which is particularly
relevant in rule-based models or decision trees.

2.3. The Pillars of Interpretability in Optimization

Our approach goes beyond these metrics by proposing several pillars or dimensions
where interpretability metrics can be subsequently applied. We have identified three such
pillars, which are shown in Figure 2 and will be reviewed in the remaining sections of
this article.

Figure 2. The three pillars of interpretable optimization.

The first pillar—simplification and surrogate model building—involves identifying
the key variables, constraints, and relationships among them that define an optimiza-
tion problem, while preserving its structural integrity. Traditional problem simplification
techniques have aimed to improve computational efficiency by removing superfluous con-
straints and extraneous variables without explicitly considering interpretability. In contrast,
interpretable optimization seeks to create simplifications that maintain decision-relevant
information while making models easier to understand, even if some accuracy is lost in the
process. These interpretable surrogates will serve as a complement to the initial problem
rather than as a substitute, where the most important elements of the formulation, as well
as their relationships, are extracted and presented. This means that, in the case of classical
optimization, the formulation of the problem serves as the gold-standard definition of the
decision, and every aspect highlighted in the surrogate model will be linked back to this
original formulation.

The second pillar—near-optimal solution analysis—focuses on mapping the landscape
of acceptable solutions, providing decision-makers with alternatives that are almost as
good as the optimal solution. Many real-world optimization problems exhibit degeneracy,
meaning multiple solutions yield similar objective values but with different trade-offs.
Traditional optimization frameworks often emphasize finding a single optimal solution,
overlooking the broader decision space. Metaheuristics, on the other hand, have been more
cautious about the issues surrounding near-optimal solutions and have often made a point
of returning not only one but a set of attractive alternatives. By analyzing near-optimal
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alternatives, interpretable optimization enables decision-makers to choose solutions that
align with contextual priorities, constraints, and stakeholder preferences. In addition, the
analysis of near-optimal solutions involves creating a perspective on the fitness landscape
of the problem, which will inevitably be linked to the structure of solutions.

The third pillar—Rationale generation—addresses the fundamental challenge of ex-
plaining optimization outcomes. Instead of presenting an optimal decision as a purely
mathematical result, interpretable optimization seeks to generate formal explanations for
why a particular solution was selected. This involves linking decision variables to con-
straints and objectives, identifying causal relationships, and clearly articulating trade-offs.
While methods such as dual variables and shadow prices provide limited insights on which
resources are valuable and the general effect of constraints, interpretable optimization
should aim to develop more comprehensive explanatory frameworks that improve trust
and facilitate better decision-making, including generating rationales in natural language,
which are easily understandable not only by modeling experts but also by stakeholders.

The remainder of this paper is devoted to presenting the initial work that has emerged in
these three pillars. Then, we discuss real-world applications and future research directions,
demonstrating the potential impact of interpretable optimization across various domains.

3. Problem Reduction and Surrogate Model Building
As explained, one of the cornerstones of interpretability is simplicity. There is a limit

to the maximum number of elements the human mind can comprehend. Therefore, it is
imperative to distill the most critical aspects of the optimization problem in order to create
explanations that are understandable for a human being. This is why problem reduction is
a cornerstone of interpretable optimization.

3.1. Can Problem Reductions Be Meaningful?

The possibility of obtaining interesting insights from simplification depends on the
structure of the problem—if there is any structure in it at all. If eliminating even one of
the most superficial elements leads to a completely different outcome, there would be no
hope for interpretability. Fortunately, real-world optimization problems exhibit an inherent
structure that enables simplification without a significant loss of accuracy [30].

This is exemplified by the Pareto principle [31], which suggests that, in most real-world
cases, a small fraction of inputs often explains most of the variance in a system. If this
principle holds for optimization problems, then structured reductions can preserve most of
the decision-relevant information while improving transparency. Interpretable surrogates
can then be built based on the extracted elements; even if they do not lead to the same
optimal solutions, they can be used as a complement to build comprehensible explanations
that can guide and support the decision process.

This is confirmed by empirical observations across multiple domains, where only
a small subset of variables and constraints tends to drive decision outcomes. In power
systems planning, for instance, large-scale transmission expansion problems often contain
thousands of constraints, but only a handful of them critically influence the final investment
decisions [32]. Similarly, in portfolio optimization, a small subset of risk factors typically
dominates asset allocation decisions, allowing for simplified models that retain most
of the original problem’s predictive power [33]. The structure hypothesis suggests that
interpretable optimization can significantly reduce model complexity while preserving the
essential characteristics of the decision problem.

A long stream of literature has already addressed building simplified optimization
problems, primarily to reduce computational complexity without sacrificing accuracy,
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rather than to improve interpretability. These methods are shown in Figure 3, and they will
be discussed in the remainder of this section.

Figure 3. Simplification and surrogate modeling techniques.

3.2. Presolve Techniques

Presolve techniques are applied as a previous step to any optimization, focusing on
reducing problem size by eliminating redundant constraints and extraneous variables or
strengthening constraints before solving the problem [34]. These methods can dramatically
reduce computation time by modifying the original problem structure.

The main technique that has been applied to reduce problem size in linear and mixed-
integer programming is presolving [35]. Presolve techniques can be categorized based on
the type of simplification they introduce, as follows:

• Eliminating redundant constraints: Constraints that do not impact the feasible region
can be removed without affecting the optimal solution. This is particularly useful in
large-scale problems where constraints may have been introduced for generality but
are not binding in practice. Many different alternative strategies exist to prioritize
constraints. For instance, in [36], several metrics were used to rank constraints by how
likely they were to be bound. These metrics included the angle that the constraint
formed with respect to the objective function, or how far some bounds of the left-hand
side were from the right-hand side of the constraint (i.e., how far a constraint was
from being bound).

• Fixing variables: If the bounds of a variable force it to take a single value, that variable
can be removed from the model, effectively turning it into a constant. This occurs
in highly constrained problems where the interaction of multiple constraints results
in a fixed solution for some variables. For example, in energy systems planning,
transmission line constraints may fix the operational status of certain infrastructure
components, making explicit modeling unnecessary [32].

• Coefficient strengthening: If a constraint coefficient can be tightened without changing
the feasible region, it enhances numerical stability and interpretability. This method is
particularly useful in logistics and scheduling problems, where resource constraints
can be reformulated for clarity [35].
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• Detecting and eliminating dominated constraints: Some constraints are made re-
dundant by stronger constraints that enforce the same restrictions more effectively.
Identifying and removing these constraints reduces problem size and eliminates un-
necessary complexity in decision analysis.

• Constraint aggregation: Certain sets of constraints can be combined into a single
constraint, reducing the overall number of constraints while preserving the problem’s
structure. This technique is commonly used in supply chain management and network
flow problems to consolidate redundant constraints. For instance, identifying such
umbrella constraints is key in problems such as a security-constrained power flow,
where a planning solution must consider an unmanageably large number of constraints
describing potential failures [37].

Let us consider the following optimization problem as an example of presolve methods:

min (3x + 2y) (1)

x ≥ 0 (2)

y ≥ 0 (3)

x + y ≤ 2 (4)

x + 2y ≤ 4 (5)

2x + y ≤ 4 (6)

Equation (1) defines the objective function of the optimization problem, and
Equations (2)–(6) define the feasible region of the problem. Figure 4 shows a plot of the
feasible region. The plot indicates that Equations (2)–(4) are enough to define the feasible
region, while Equations (5) and (6) are redundant.

Presolve methods would figure out which equations are indeed necessary to define
the feasible region (i.e., those equations that change the feasible region if removed from the
problem) and which ones are redundant. They would then proceed to eliminate the latter
equations before attempting to solve the problem.

The main advantage of presolve techniques is that most solvers automatically incorpo-
rate them, so a practical implementation is straightforward, and the problem solver does
not need to implement them from scratch. Commercial solvers such as CPLEX, Gurobi, and
Xpress have strong presolve capabilities that automatically perform variable-fixing, elimi-
nate dominated and redundant constraints, aggregate constraints to reduce the problem
size, and tighten variable bounds, potentially fixing their value [38–40]. Other open access
solvers—such as SCIP, CBC, HiGHS, and GLPK—also include presolve functionalities, but
they may lag behind the above-mentioned commercial solvers.

While presolve techniques may enhance the interpretability of optimization models
by improving simplicity, they also introduce several challenges. The primary issue is the
loss of the original formulation, as removing redundant constraints and fixing variables
can obscure the initial problem structure, making it harder to explain how the simplified
model relates to the original decision problem.

Several studies have shown the importance of presolve techniques. Achterberg
et al. [34] performed a presolve analysis of MIP problems with Gurobi and showed that
around 500 models out of a set of approximately 3000 were unsolvable when the presolve
was disabled. For the remaining models, the presolve reduced the computation time needed
by a factor of approximately nine. Achterberg and Wunderling [41] performed a presolve
analysis of MIP problems with CPLEX, reaching similar conclusions.
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To the best of our knowledge, the literature does not include a detailed benchmark
of presolve capabilities among different solvers, but there are performance comparisons
in terms of computation time when solving problems, and commercial solvers tend to
outperform the open access ones [42].

 

Figure 4. Plot of feasible region of optimization problem example. Redundant equations are repre-
sented with dashed lines.

3.3. Decomposition Approaches

Another traditional approach that has been applied to problem simplification is de-
composition. Decomposition techniques in optimization break down complex problems
into smaller, more manageable subproblems that can be solved independently or itera-
tively coordinated to find an optimal solution. These methods are particularly useful
for large-scale optimization problems, where solving the entire model directly would be
computationally prohibitive.

One widely used approach is Benders’ decomposition [43], which separates deci-
sion variables into master problem and subproblems, iteratively refining feasibility and
optimality cuts to converge to the optimal solution.

Benders’ decomposition solves large-scale optimization problems by partitioning
them into a master problem and a subproblem, both of which are solved iteratively. The
master retains the complicating (typically integer, aggregate, or investment) variables,
while the subproblem optimizes the remaining continuous variables, conditional on the
master’s current solution. The subproblem returns either an optimal objective value or
feasibility/optimality cuts—linear constraints that summarize its outcome—which are
appended to the master. Subproblems are independent and can be solved in parallel. This
exchange continues until no further cuts arise, at which point the master’s solution is
provably optimal for the original problem. Benders’ decomposition can be applied to a very
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large scope of problems, namely two-stage stochastic ones, where complicating variables
correspond to investment decisions taken in the first stage, and the non-complicating
ones are the second-stage decisions that affect only one particular scenario [44]. Benders’
decouples the investment and operation decisions and provides an economic value for the
second stage (the recourse function), facilitating the potential interpretation of solutions.
The main disadvantage of Benders’ decomposition is its slow convergence [45]. Many
Benders’ cuts may be necessary until the algorithm converges, and each iteration requires
solving an additional master problem and subproblems, which may be computationally
intensive [46].

Another key technique is Dantzig–Wolfe decomposition [47], which reformulates a
large problem into a master problem and subproblems based on a column-generation
approach, improving efficiency in structured linear programs. The main strength of Danzig–
Wolfe decomposition is that the subproblems are independent, enabling parallelization [48].
Its main weakness is that, under some circumstances, convergence is not guaranteed and
may not be reached [49].

Lagrangian relaxation [50] is also commonly used, where complicating constraints
are relaxed and incorporated into the objective function through Lagrange multipliers,
allowing the problem to be solved as a series of simpler subproblems. Its main advantage
lies in its ability to handle complicated constraints [51], and the main disadvantage is that
the solution of the relaxed problem may be unfeasible in the original problem [52].

Additionally, the Alternating Dual Multiplier Method (ADMM) is an iterative de-
composition approach that updates dual multipliers in an alternating fashion to optimize
separable convex problems efficiently [53]. ADMM is particularly effective in distributed
optimization and large-scale convex programming, enabling parallel computation while
maintaining convergence properties. Its main strength is that parallelization allows for
application in large-scale problems [54], while its main weakness is that convergence is
only guaranteed if the problem is convex [55].

The scalability of decomposition methods is fundamentally influenced by the struc-
ture of the constraint matrix, particularly the extent to which it permits decomposition
into loosely coupled subcomponents. Benders’ decomposition is well suited for problems
exhibiting a clear division between complicating and non-complicating variables, often
reflected in a constraint matrix where a small set of linking constraints connects otherwise
independent blocks. It scales effectively by iteratively solving a relatively small master
problem alongside multiple parallelizable subproblems, although performance may de-
grade as the number of Benders’ cuts increases. Dantzig–Wolfe decomposition is the most
efficient for problems with a block-angular constraint matrix, wherein several indepen-
dent submatrices are coupled through a limited set of global constraints. This structure
facilitates scalable column generation, making the method particularly appropriate for
large-scale linear programs. Lagrangian relaxation achieves strong scalability when the
coupling constraints are dualized, yielding fully separable subproblems that may be solved
in parallel. However, its reliance on dual optimization may result in slow convergence
and solutions that are not feasible in the primal space. ADMM is highly scalable in large
convex optimization problems where the constraint structure supports variable splitting
or consensus formulations. In such cases, subproblems can be solved independently, with
coordination achieved through simple consistency constraints, making ADMM particularly
effective for distributed and parallel computing environments.

Table 1 summarizes the decomposition methods mentioned in this section. Each
method is particularly well suited for a different type of problem structure.
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Table 1. Summary of decomposition methods.

Benders’
Decomposition Dantzig-Wolfe Lagrangian

Relaxation ADMM

Problem Structure Complicating
variables

Complicating
constraints Complex constraints Separable objective

Best Suited for

LP/MIP problems
with complicating

variables, continuous
non-complicating

ones

LP problems with
complicating
constraints

Problems with
nonlinear constraints

Large-scale convex
problems

Potential for
Interpretability Medium Low Medium Medium

These decomposition methods are essential for solving large-scale linear, mixed-
integer, and nonlinear optimization problems, particularly in logistics, energy systems,
and network design. Unfortunately, these decomposition approaches may obscure inter-
pretability, as they obscure the original formulation. In Benders’ decomposition, the fact
that cuts describe the recourse function can be repurposed to provide an interpretation
of the consequences of first-stage (or complicating) decisions. However, the potential for
interpretability in Dantzig–Wolfe decomposition is lower, as the variables are introduced
sequentially and the link between them and the initial problem statement is obscured.
On the contrary, Lagrangean Relaxation can simplify the problem, and dual multipliers
can provide interesting insights for interpretation. Finally, ADMM also has an interesting
interpretability potential in its decomposition of the problem. However, as explained
above, in virtually all applications, the focus of stochastic decomposition techniques is
efficiency rather than interpretability, and additional research should focus on tailoring
these techniques to improve the explainability of optimization results.

3.4. Experimental Design and Factor Reduction

Factor reduction methods are crucial in experimental design for simplifying complex
models while retaining the most significant factors. We will interpret factors as any rele-
vant element of the problem (i.e., variables, constraints, or parameters) in the context of
optimization problems. These techniques have been applied to models in many contexts to
improve computational efficiency, enhance interpretability, and support decision-making,
as they identify and remove factors with minimal impact on system performance.

Various approaches exist, each suited to different problem structures and objectives.
One common approach is Global Sensitivity Analysis (GSA), where methods like the
Morris method systematically perturb input factors to assess their influence on model
outputs [56]. Morris distinguishes between the important, interactive, and insignificant
variables by computing the elementary effects. This distinction is the main takeaway from
its application, rather than the specific result value (this is why some authors refer to it
as a qualitative method). Important variables are those with a significant impact on the
model’s output, interactive variables that exhibit non-linear interactions, while insignificant
variables contribute minimally to system performance and can be candidates for removal.
In addition, the fact that the method is built on calculating a sample of one-at-a-time
perturbations can cause the results to depend on calculation order, making them unstable
if there is nonlinearity [56,57].

Several improvements have been proposed to refine the Morris method. Menberg
et al. [58] introduced using the median instead of the mean for ranking parameters, making
sensitivity assessments more robust against outliers. Ge and Menendez [59] adapted the
method for models with dependent inputs, resulting in more accurate sensitivity esti-
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mates for correlated systems. Li et al. [60] combined the Morris method with a sequential
sampling strategy to improve the coverage of the input space and enhance sensitivity
estimation. Ţene et al. [61] incorporated copula-based dependency structures for interac-
tions between model parameters, making the method more suitable for complex systems
with interrelated variables. Another extension, the controlled Morris method by [62,63],
introduced a sequential testing procedure that enhances factor screening without requiring
predefined distributions. GSA has arguably not found extensive application due to its
very intensive computational requirements. However, recent advances in computational
capacity have motivated a renaissance in applications [64].

Design of Experiments (DOE) techniques offer another approach to factor reduction
by structuring experiments efficiently. One avenue to reduce the number of necessary
experiments is to perform only a fraction of factor combinations (Fractional Factorial De-
sign). Fractional Factorial Design includes the Taguchi method [65], which uses orthogonal
arrays to systematically vary input factors while minimizing the number of required ex-
periments. This can efficiently increase the signal-to-noise ratio of experiments; however,
this comes as a cost. Some of the interactions are ignored or aliased, so they will not be
identified by this technique. Sequential analysis [66] structures experiments sequentially to
avoid sampling where more information is not required. This is extremely useful when
experiments are expensive, as it allows for the flexible introduction of new information
as more problem features are discovered. Complementarily, if the problem structure is
known, optimal design [67] allows parameters to be estimated without bias and with
minimum variance. A non-optimal design requires more experimental runs, leading to
higher computational costs.

Table 2 shows a comparison among the methods described in this subsection, high-
lighting their main strengths and weaknesses, as well as pointing out problems where they
are particularly well suited.

Table 2. Comparison of Morris method, Taguchi method, sequential analysis and optimal design.

Morris Method Taguchi Method Sequential Analysis Optimal Design

Strengths
Simple to implement
and computationally

efficient [68,69]

Robust to noise
factors and requires a
reduced number of

experiments [70]

It is an adaptive
method where

experiments are
based on previous
results and it uses

resources
efficiently [66,71]

It is a flexible and
efficient method that

can incorporate
complicated

constraints [67]

Weaknesses

Mostly qualitative and
results may be unstable

if there are strong
nonlinearities [56,57]

Less suited for
complex

iterations [72,73]

It requires ongoing
analyses and it is
sensitive to initial

sampling biases [74]

It requires accurate
model

hypotheses [75]

Main aim
Identification of key
variables at an early

stage

Problems where
robustness is

important

Reduce number of
experiments when

problem features are
unclear

Reduce number of
experiments when
problems are clear

The Morris method, Taguchi method, sequential analysis, and optimal design repre-
sent distinct strategies within experimental design and analysis, each tailored to different
goals and contexts. The Morris method is a GSA technique ideal for computational models
with many input variables, primarily used for early-stage screening to identify influential
factors. In contrast, the Taguchi method focuses on improving process robustness and
reducing variation by using orthogonal arrays and maximizing signal-to-noise ratios, mak-
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ing it well suited for quality engineering in industrial settings. Sequential analysis differs
fundamentally as it enables data-driven decisions during experimentation, allowing trials
to be stopped early based on accumulated evidence—an approach particularly valuable in
clinical trials. Finally, optimal design methods, such as D-optimal or A-optimal designs, aim
to maximize the statistical efficiency of parameter estimation by strategically selecting de-
sign points based on model structure. While all four methods serve experimental purposes,
they vary significantly in statistical rigor, adaptability, and application domains—from
qualitative screening and robust quality control to dynamic decision-making and precision
modeling. While these techniques have been widely adopted in statistical modeling, their
application to mathematical optimization remains underexplored. The challenge is to adapt
these principles to identify decision-relevant variables and constraints, ensuring that the
simplified model remains faithful to the original problem’s structure.

To address these challenges, there is a need for simplification and surrogate model
methods that explicitly preserve decision-relevant structures rather than solely focusing on
computational efficiency.

4. Analysis of Near-Optimal Solutions
This section describes the second pillar of the framework introduced in Section 2.3,

which is related to the study of near-optimal solutions in optimization problems. Figure 5
shows the methods and techniques that will be described in the remainder of this section.

 

Figure 5. Near-optimal solution analysis techniques.

4.1. A Degenerate Class of Problems

Mathematical optimization is traditionally aimed at finding a single optimal solu-
tion that either minimizes or maximizes an objective function while adhering to a set
of constraints. However, real-world optimization problems commonly exhibit multiple
quasi-optimal solutions, meaning that different configurations can lead to nearly identical
outcomes. This phenomenon is evident across numerous domains, aligning with findings in
combinatorial optimization, where solution spaces frequently contain clusters of similarly
effective solutions [23].
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For example, different network expansion strategies in power systems may yield com-
parable cost and reliability metrics despite involving distinct infrastructure investments [76].
Likewise, in healthcare resource allocation, varying bed capacity expansion strategies can
lead to similar patient outcomes, offering greater flexibility in decision-making [10]. This
suggests that decision-makers should not be restricted to a single recommendation but
instead consider a spectrum of viable alternatives—which we will refer to as quasi-optimal
alternatives (QOAs)—that are near-optimal or quasi-optimal solutions, defined as a set of
solutions that remain close to the optimal one within a specified tolerance [77].

4.2. Sensitivity Analysis

Traditional sensitivity analyses and scenario testing offer only a limited perspective
on this space, as they focus on perturbations around a single solution rather than mapping
the broader landscape of alternatives [78]. Sensitivity analysis makes it possible to find
other quasi-optimal solutions with a structure where only one of the variables is altered.
However, explicitly characterizing QOAs enables decision-makers to explore alternative
solutions that align more closely with qualitative considerations, such as policy constraints,
ethical guidelines, or stakeholder preferences [79].

4.3. Traditional Approaches

The exploration of near-optimal spaces has been widely applied in the field of chemi-
cal engineering, particularly in capacity expansion problems (also known as “synthesis”
problems) [80]. Arguably, the first technique applied to obtain near-optimal solutions was
the K-optimal solutions algorithm [81], in which the optimal solution is excluded from the
problem, and the problem is re-run with an additional constraint requiring the solution to be
within a small distance in terms of the objective function (e.g., 5%). This process is repeated
k times to find k different near-optimal solutions. The revised simplex method [82] can
obtain these solutions more efficiently in the case of linear programming. Most researchers
exploring near-optimal spaces focus on computing numerous near-optimal solutions from
which they derive insights [83].

4.4. Model Generating Alternatives and Mapping All Alternatives

In the 1980s, Modeling to Generate Alternatives (MGA) was introduced [84], where
the K-optimal solutions problem is modified to maximize the distance between the op-
timal and target solutions according to several search directions. This maps the most
extreme solutions that are still near optimal. MGA has recently been applied to energy
systems [80,85–87]. However, the solutions found by MGA might not be the most interest-
ing ones, as they represent the extremes of the near-optimal space.

Another technique, known as Modeling All Alternatives, discretizes the whole space
and explores it to identify common elements [86,88,89]. The latter reference introduces
the idea of identifying the Chebyshev center of the near-optimal solution space (the one
farthest away from its defining convex hull).

Dubois and Ernst have gone one step further, identifying the necessary conditions for
optimality as the common elements that all near-optimal solutions share [90]. Lumbreras
et al. [91] also proposed this search for common elements in the pre-run of the optimiza-
tion to reduce the solution time of a network optimization problem by several orders of
magnitude. In Figure 6, two probability distributions for the objective value of general
solutions and near-optimal solutions (defined through additional constraints) can be seen,
highlighting how much better the latter can be.
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Figure 6. Example of objective function value of near-optimal solutions, taken from [91]. The
distribution of the objective function is much better than the general samples taken from the problem.

4.5. QOAs in Evolutionary Computation

Modern heuristic and evolutionary optimization algorithms increasingly incorporate
mechanisms to explore diverse near-optimal solutions. Evolutionary multi-objective opti-
mization techniques [92] are particularly relevant in this context, as they generate a Pareto
front of solutions that balance competing objectives. These methods enhance decision-
making by illuminating the trade-offs between criteria and improving interpretability.

Fitness landscape analysis offers another valuable perspective by examining the struc-
tural properties of the solution space, identifying clusters of near-optimal solutions, and
analyzing their interconnections [93]. A deeper understanding of the topology of near-
optimal solutions allows decision-makers to select alternatives that are not only optimal
but also resilient to external perturbations.

4.6. Other Approaches That Are Related but Do Not Directly Correspond to This Pillar

Robust optimization in problems subject to uncertainty seeks solutions that maintain
near-optimal performance in various scenarios rather than optimizing for a single expected
scenario [94]. Stochastic programming further extends this concept by incorporating proba-
bility distributions to determine the best decision across multiple uncertain outcomes [95].
However, it should be noted that these approaches do not output a set of near-optimal
solutions, which is the key expected result of this pillar. They result in one single solution,
which remains feasible across all scenarios in the case of robust optimization, and which
has the best expected value in the case of stochastic optimization.

Table 3 shows the methods for analyzing the near-optimal solutions discussed in this
section, highlighting their main strengths and weaknesses.
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Table 3. Summary of near-optimal solutions analysis methods.

Method Strengths Weaknesses

Sensitivity Analysis
It is available in most solvers, and

therefore its application is
straightforward [96,97].

It only evaluates the feasible region close
to the optimal solution and offers

limited performance if the problem is
not linear [98].

Revised Simplex Method (with
perturbation) It is computationally efficient [99]. Its main usefulness relies on LP

problems [100].

Modeling to Generate
Alternatives (MGA)

It maintains a balance between
exploring the feasible region to

generate near-optimal solutions and
the computational burden [101].

It may be computationally intense, and it
does not guarantee a thorough

exploration of each near-optimal zone of
the feasible region [102,103].

K-optimal Solution Algorithms
It facilitates the decision-making

process by providing solutions in a
structured way [104].

It may be difficult to apply to large-scale
problems if the parameter k is very large
because it requires executing the model

k times [104].

Modeling All Alternatives (MAA)

It performs an exhaustive evaluation
of the feasible region and is

guaranteed to find all near-optimal
solutions closer than a specified

threshold [86].

It is very computationally intense [86].

Evolutionary Multi-Objective
Optimization (EMO)

It is particularly well suited for
multiobjective problems and can deal

with nonlinearities [105,106].

It may need expert tuning of parameters,
and there is no guarantee of

optimality [107].

Fitness Landscape Analysis (FLA) It helps us understand features of
complicated problems [108].

It has seen minimal use in multiobjective
problems so far [108].

4.7. A Need to Integrate Optimization

Finding near-optimal solutions involves several significant challenges that must be
carefully addressed to enhance their practical value in decision-making. One of the fore-
most difficulties lies in defining meaningful diversity [109]. Merely identifying different
solutions is not enough; decision-makers require alternatives that vary significantly in
terms of constraints, decision variables, and trade-offs. While techniques like MGA have
been designed to enforce structural diversity, their integration into standard optimization
frameworks—in a way that exploits problem structure rather than blindly solving multiple
problem instances—remains an ongoing research endeavor [84].

Another major hurdle is the effective visualization and interpretation of near-optimal
solutions. Decision-makers often struggle to extract actionable insights from large sets of
solutions, particularly when trade-offs are complex and multidimensional. To enhance
interpretability, decision maps, heatmaps, and clustering-based categorization can pro-
vide more intuitive representations of alternative solutions [110]. However, despite their
potential, these tools must be further refined to ensure usability across a broad range
of applications.

One particular issue is that the QOAs should be expressed in terms that experts would
understand, which some authors have referred to as “meta-solutions” [18]. The automatic
definition of these meta-solutions as a function of their features is a challenge, as it is
usually assumed that it is only through experts that this definition can be found.

The next section introduces the advances made in generating solution rationales,
corresponding to the third pillar of the proposed framework, and builds on the previ-
ous developments.
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5. Generating Solution Rationales
While it is possible to explain how an optimization model generates a solution—through

mathematical formulation, solvers, and optimality conditions—this explanation is often
inaccessible to non-experts. The real challenge lies in explaining why a particular solution
is chosen over another at a given moment [111,112].

For example, while the model’s mechanics can be described, it remains difficult to
justify to a worker why today’s production plan follows type A while yesterday’s followed
type B. If workers cannot understand the reasoning behind such decisions, they may
struggle to anticipate future outcomes, such as overtime requirements or weekend shifts,
leading to dissatisfaction, resistance, or inefficiencies.

Without comprehensible justifications, users may perceive optimization systems as
black boxes, reducing trust and hindering their adoption. Effective decision support should
prioritize explanations over technical details, ensuring that end users can relate decisions
to their own operational context and expectations, ultimately improving both compliance
and efficiency.

The generation of solution rationales builds on the simplifications and the landscape of
QOAs to build structured explanations that articulate the reasoning behind an optimization
decision. These explanations can then be translated into natural language using NLP-based
techniques, making them accessible to a broader audience. The explanations should be
based on the following elements of the problem: important variables, binding constraints,
and tradeoffs. The concept of a tradeoff itself should be adapted from that of multicriteria
decision methods, as explanatory tradeoffs can occur even in the same objective function
through its subcomponents.

For instance, performing plan A first might be better for the sale of product X and
worse for the sale of product Y. If product X is more important, we can explain a change in
the production plans. By structuring explanations in this way, we ensure that the rationale
behind an optimization decision is both mathematically sound and interpretable by non-
experts. We refer the reader back to Section 1.2 for more information on the state of the art
in these techniques.

6. Example Applications
This section presents two examples of fields that would benefit from the application

of interpretable optimization. They should be understood merely as an illustration of its
potential, as future developments may lead to unexpected applications in a myriad of fields
where optimization already plays a strong role in the decision-making process.

6.1. Energy Systems and Carbon Emission Reduction

Policymakers and stakeholders in the energy sector must plan long-term infrastructure
while balancing economic, environmental, and social objectives. Interpretability is critical
in this context, as energy transition plans affect millions of households and require public
approval. Investors and policymakers need clear explanations of why specific energy
pathways were chosen over others, and grid operators and industry stakeholders require
interpretable solutions to manage the trade-offs between cost, reliability, and sustainability.

Failing to provide clear explanations may lead to hurdles when planned decisions move
into the implementation phase. The SuedLink transmission line project in Germany—crucial
for distributing wind energy from the north to the south—has experienced considerable
delays. Local communities and environmental groups have opposed the project, raising
concerns over landscape disruption, impacts on property values, and perceived health risks
from electromagnetic fields [113].
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Similarly, proposed wind farms in Italy’s Apennine Mountains have faced resistance
due to concerns over natural habitat destruction, noise pollution, and visual impacts
on significant landscapes, resulting in necessary assessments, negotiations, and project
redesigns, which have delayed the planning-to-operation timeline.

In the UK, the Navitus Bay Wind Park, intended to power approximately 700k homes,
was canceled due to concerns over potential harm to tourism, marine life, and the site’s nat-
ural beauty [114]. Guan and Zepp [115] studied several factors influencing the community
acceptance of onshore wind farms in Eastern China, showing that insufficient information
dissemination was the most significant factor regarding acceptance.

These examples showcase several issues that are making energy planning increasingly
difficult. Stakeholder consensus is key but becoming more difficult to achieve, and, equally
important, it is necessary to always plan with alternatives. Different plans can be very simi-
larly effective in terms of their primary outcomes, yet they can have divergent implications,
such as in terms of their landscape impact.

Potential issues in the implementation phase could be mitigated by providing a sensi-
tivity analysis, in which the influence of parameters is studied to enhance the interpretability
of the results.

6.2. Ethical Policy Spending and Fair Budget Allocation

Governments must allocate public funds by balancing competing demands from
various stakeholders in healthcare, education, infrastructure, and social programs. Non-
governmental organizations face similar challenges, weighing the needs of several stake-
holders with different priorities [116].

Stakeholders use influence strategies to exert pressure and achieve their goals [117].
Interpretability is crucial to ensuring that budget decisions are transparent, equitable, and
justifiable. Public trust and policy effectiveness depend on the involvement of citizens in
the budgeting process [118], which can be fostered by clear explanations of why certain
funding priorities were chosen over others. Legal mandates, regional inequalities, and
economic impact are among the critical constraints shaping budget distribution, making it
essential to explore alternative allocations that maintain efficiency and fairness.

Transparency in budgetary decisions yields benefits such as reducing the unused bud-
get, a metric that measures budget inefficiency [119]. Farazmand et al. [120] demonstrated
that transparency and accountability in budgetary decisions are particularly relevant under
critical situations, such as the COVID-19 pandemic. Transparency would avoid unde-
sirable biases, which have led to scandals such as the Dutch case, where dual citizens
were subjected to stricter scrutiny when evaluating possible fraud in childcare benefit
claims [121].

6.3. Healthcare

There are several problems related to healthcare where the application of optimization
models can be advantageous. Such problems include (among others) resource allocation,
organ allocation, treatment planning, disease management, personnel planning, patient
scheduling, and facility location [122].

Digitalization technologies record and store massive volumes of historical data. Com-
puterized models can help make the most of the data, distilling insights that would have
been missed otherwise. Such models could be directly integrated into healthcare systems,
and they have already proven their effectiveness in handling large datasets and providing
useful practical results [123].

Optimization models can provide useful assistance, but they cannot fully replace
human intervention. Interactions between people and computerized systems are critical in
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clinical decisions, and it is crucial to involve patients in the decision-making processes [124].
Similarly, human insights and personal preferences are also fundamental in decisions
concerning hospital management [125].

Understanding the logic behind the results that a computer provides is especially im-
portant in decisions where the lives of patients could be at stake. Under such circumstances,
it is difficult to trust black-box procedures whose logic goes beyond human capabilities,
and fostering the development of interpretable optimization could provide tremendously
valuable tools.

The analysis of near-optimal solutions, along with the generation of rationale that
explains why these solutions were selected from a human point of view, would provide a
set of solutions where each alternative includes an explanation that people can understand.
These explanations would provide people with a solid foundation on which they could
base their decisions.

7. Conclusions: The Road Ahead
Interpretable optimization is an emerging field that addresses a crucial gap between

mathematical optimization and real-world decision-making. While interpretability has
gained significant attention in machine learning, optimization models often remain com-
pletely opaque, limiting their adoption and trustworthiness. The ability to understand and
justify optimization decisions is essential, particularly in high-stakes applications such as
energy planning, healthcare, and resource allocation.

Without transparency, stakeholders may struggle to assess the reliability of model
outputs, leading to resistance to implementation or unintended biases in decision-making.
Ensuring that optimization-driven decisions align with ethical and legal standards is key.
Unlike black-box machine learning models, classical optimization inherently possesses a
degree of transparency due to its explicit mathematical formulation. However, the link be-
tween a model’s structure and its final solution is often unclear, necessitating enhancements
in interpretability.

This paper introduces a framework for interpretable optimization that builds upon
the following three key pillars: simplification and surrogate modeling to retain decision-
relevant structures, near-optimal solution analysis to provide competitive alternatives, and
rationale generation to ensure that solutions are explainable and actionable. Each of these
elements contributes to making optimization models not only computationally efficient but
also accessible to decision-makers.

The first pillar of the framework is simplification and surrogate modeling. One of the
major challenges in optimization lies in its complexity. Large-scale problems often require
reduction techniques, such as presolving and decomposition, to improve computational
feasibility and efficiency. However, these methods can sometimes obscure the original
problem structure, reducing interpretability. For example, presolve techniques can distin-
guish between directly eliminating constraints whose removal does not affect the feasible
region of the optimization problem—such as eliminating duplicated constraints—and other
techniques that may affect the interpretability of the solutions, such as aggregating several
constraints into a single one.

Presolve and decomposition techniques can serve as a starting point to derive specific
interpretation-driven methods that simplify the problem in a meaningful manner. For
instance, the recourse function defined as a function of key variables in Benders’ decom-
position, the dual multipliers in Lagrangean relaxation, or the subproblems in ADMM
all present very interesting potentials that could be exploited in methods tailored for
this purpose.
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In addition, techniques such as sensitivity analysis, the Morris method, and Design
of Experiments in general can help prioritize relevant factors, improving the clarity of
optimization models while maintaining their decision-making utility. This can also be used
as a stepping stone in the development of interpretable surrogates focused on factors that
are not only relevant in terms of their impact but also closely linked to the most intuitive
variables and parameters of the problem.

The second pillar of the framework is near-optimal solution analysis. Techniques
such as MGA and MAA provide ways to systematically identify diverse yet effective
solutions. Evolutionary and heuristic approaches, as well as landscape fitness analysis,
enhance this process by explicitly exploring subobjectives or providing a description of the
entire solution space. However, there is a challenge in making these methods scalable for
large problems, as well as in defining meaningful diversity among alternatives, ensuring
that solutions are not only mathematically distinct but also practically relevant [109].
Future work should focus on integrating near-optimal analysis into standard optimization
frameworks to improve usability in real-world decision-making.

The visualization of near-optimal solutions is another research area that demands
attention. Decision-makers often struggle to evaluate trade-offs among solutions in large-
scale problems that involve thousands of decision variables and constraints. Techniques
focusing on dimension reduction, such as clustering, could help facilitate the visualization
of these solutions.

The third pillar of the framework is rationale generation. Effective decision support
must emphasize not only how a solution was computed but also why specific choices
were made. Approaches such as counterfactual explanations, surrogate models, and
feature-based descriptions can help bridge this gap, offering intuitive representations of
optimization outputs in the form of understandable rules that facilitate stakeholder engage-
ment and trust. These approaches should be integrated into optimization frameworks in a
rigorous manner so that they can be used efficiently across a wide range of problems.

In the literature, few examples aim to generate solution rationales that explain why a
specific solution was selected in a way that is easily comprehensible. These examples are
tailored to specific problems, and their methods and techniques should be generalized so
that they can be applied to a broader set of problems.

The future of interpretable optimization lies in balancing mathematical rigor with
human-centered insight. As optimization models grow in complexity, making their de-
cisions understandable is not just a technical challenge but a necessity. Transparency
enhances efficiency by allowing decision-makers to confidently leverage optimization in-
sights, reducing implementation resistance and improving real-world applicability. At the
same time, interpretability is a fundamental ethical imperative, ensuring that automated
decisions remain fair, accountable, and aligned with societal values. Bridging this gap
between efficiency and ethics is crucial for the responsible deployment of optimization
in critical sectors, shaping a future where data-driven decision-making is both powerful
and just.
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15. Kurtz, J.; Birbil, Ş.İ.; Hertog, D.d. Counterfactual Explanations for Linear Optimization. arXiv 2024, arXiv:2405.15431. [CrossRef]
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